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ABSTRACT
This paper proposes a method for image indexing that al-
lows to retrieve related images under the query-by-example
paradigm. The proposed strategy exploits multimodal inter-
actions between text annotations and visual contents in the
image database to build a semantic index. We achieve this
using a Non-negative Matrix Factorization algorithm to con-
struct a latent semantic space in which visual features and
text terms are represented together. The proposed system
was evaluated using a standard benchmark dataset. The
experimental evaluation shows a significant improvement on
the system performance using the proposed multimodal in-
dexing approach.

Categories and Subject Descriptors
H.3.1 [Information Storage and Retrieval]: Content
Analysis and Indexing; H.2.4 [Database Management]:
Systems—Multimedia databases; I.5.4 [Pattern Recogni-
tion]: Applications—Computer Vision

General Terms
Algorithms, Design, Experimentation, Performance

Keywords
Image retrieval, Multimodal analysis, Non-negative Matrix
Factorization, Query by example

1. INTRODUCTION
We are witnessing a massive scale growth of media avail-

ability on the web, in the form of image collections and video
sequences. On the one hand, a wide variety of digital cam-
eras can be found in the market for all kind of customers and
prices, which now even come integrated with mobile phones
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and handheld computers. On the other hand, numerous
web-based services for media sharing have emerged in the
form of social networks, blogs and specialized photo sharing
sites, which receive thousands of pictures per minute. There
is an intrinsic need to efficiently manage these large image
collections. Making them as accessible as text collections
are today, remains an open problem.

Currently available image retrieval systems on the web are
mainly built on text-based approaches, allowing users to ex-
press their queries using keywords. This has been possible
since many image collections naturally come with attached
text descriptions that are exploited by information retrieval
systems to provide access to images. However, The weak-
nesses of systems that rely only on text data for image re-
trieval have been widely discussed, including subjective or
inaccurate text descriptions and missing annotations that
might make large portions of the database inaccessible [26].

Content-based image retrieval (CBIR) systems search for
images using visual matching, that is, using an example im-
age as query to obtain as result similar ones. The underlying
assumption of CBIR systems has been commonly based on
the popular adage that an image is worth a thousand words,
so exploiting visual contents could provide more robust im-
age retrieval systems. However, it was rapidly realized that
visual matching based on low-level features lacks appropri-
ate semantics to retrieve useful results. This problem is
known as the semantic gap, the disparity between computed
content-based descriptors and human interpretations of im-
ages [23].

To face the problem of semantic image indexing, the de-
sign of models for automatic image annotation and tagging
has been investigated [16]. Different learning algorithms
have been designed to analyze image content in partially
annotated image collections for a later assignment of several
keywords to unannotated images. Then, a retrieval system
can index images using either binary keywords or the prob-
abilities of keywords given visual features [11]. In these ap-
proaches, images can be searched using text queries of the
form ”find all images of tigers in grass”. Even though this
paradigm, known as Semantic Image Retrieval (SIR), has
been the main focus of research during the last decade [4],
it still has a fundamental gap that prevents full access to
image collections.

This problem is in fact the summarization of image con-
tent using a vocabulary of text terms, that goes in the op-
posite direction of the principle an image is worth a thou-
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sand words. Even though visual features do not completely
express semantic interpretations, the wide range of visual
details that compose images is simply lost in many of the
visual-to-text translation approaches. Then, SIR does not
provide clear mechanisms to rank or organize images using
visual criteria, which has been one of the motivations of
image search in contexts such as arts and multimedia pro-
duction.

This problem can also impact the underlying access strate-
gies. As mentioned before, SIR allows users to express their
information needs using text-based queries only, which can
be considered a limitation for next generation image retrieval
systems, since visual features are not taken into account for
image ranking. The current growth of mobile computing
is promoting web-search services that allow users to query
using pictures captured from their mobile phones, to pro-
vide alternative ways to express the required information
when keywords are unknown [8, 28]. Another example oc-
curs in medical imaging applications, where medical doctors
can have several images to ask the system for similar ones,
when a diagnosis is not completely clear [1]. In either case,
the system can match visual content to offer similar and se-
mantically related images together with the associated text
descriptions to support the users’ information needs.

In this paper, we propose the construction of a multimodal
index for image search, in the sense that the system incorpo-
rates both visual image features and textual annotations to
organize the image collection. An image is represented as a
bag of visual-features and associated text is represented us-
ing the bag-of-words model. The proposed approach follows
latent semantic indexing principles to combine the two infor-
mation sources in a unified index using Non-negative Matrix
Factorization (NMF). As a result, a multimodal latent se-
mantic space is built, in which images are represented inte-
grating visual-features and text-terms. Following this prop-
erty, the system does not translate from one modality to the
other one, but rather generates a semantic space in which
visual patterns and text terms are represented together.

We evaluate the performance of the proposed approach
following the query-by-example paradigm to investigate the
problem of visual search in image collections with avail-
able text annotations. Then, instead of explicitly annotat-
ing query images, the system matches visual content in the
latent space, in which the relationships between visual pat-
terns and semantic terms are modeled together. Experimen-
tal results show the effectiveness of the proposed approach in
an evaluation made using the Corel 5000 image collection.
The contents of this paper are organized as follows: Sec-
tion 2 presents a review of relevant related works. Section 3
describes the NMF algorithm and the semantic image index-
ing model. Section 4 presents the experimental evaluation
scheme and the results are presented in Section 5. Finally,
conclusions and future work are presented in Section 6.

2. RELATED WORK
Multimodal fusion has become an important research topic

in different multimedia applications, including image and
video retrieval. It has been motivated by the fact that mul-
timedia collections can be found with associated metadata
that complement the information in raw content files, such
as user tags, comments and close captions among others.
In image retrieval research, many annotated datasets have
been assembled during the last years to study the relation-

ship between pictures and words for image auto-annotation
and retrieval [4]. The work in this paper is focused on the
problem of searching images in an annotated collection us-
ing a visual example provided by the user. Direct visual
matching might be a solution in this case, but the intrinsic
lack of semantics of visual features would cause the system
to produce poor results, and the potential contribution of
text annotations is completely ignored.

The Query by Semantic Example (QBSE) was proposed
[21, 17] as a mechanism to overtake the disadvantages of the
Query by Visual Example (QBVE) paradigm, by modeling
a semantic multinomial of posterior concept probabilities.
This approach can be regarded as a modality translation
approach from the visual features domain to the text anno-
tations domain, since each coordinate in the semantic vector
corresponds to the probability of an image being related to
one keyword. Subsequent evaluations of this semantic repre-
sentation showed that not all semantic concepts are equally
informative for image retrieval, then pruning the semantic
space to use only the most informative terms lead to a better
response [22].

The construction of semantic spaces using Latent Seman-
tic Indexing (LSI) has also been investigated. Hare et al.
[9] proposed a linear algebraic technique based on Singu-
lar Value Decomposition (SVD) to learn a semantic space
for image features and textual descriptions. This method
is a multimodal extension of LSI for image retrieval that
results in a semantic space suitable for image search. The
framework has been evaluated for automatic image annota-
tion and image retrieval using keyword-based queries. Since
the approach proposed in the present paper is based on LSI
principles as well, we implemented and evaluated the SVD
model for benchmark purposes under the query-by-example
paradigm.

Following the line of LSI methods, Monay and Gatica-
Perez [18] proposed a Probabilistic Latent Semantic Analysis
(PLSA) model to learn a mixture of latent aspects that gen-
erates both visual features and text captions. They proposed
an asymmetric PLSA approach to investigate the contribu-
tion of each modality for learning the semantic space and
found that the text modality is more appropriate to generate
a meaningful latent space that leads to an improved system
performance. Our approach extends the work of Monay and
Gatica-Perez in three different ways. First, we use NMF
for the construction of the semantic space. Although NMF
and PLSA have been shown to optimize the same objec-
tive function, Ding et al. [6] emphasize the fact that they
are different algorithms and converge to different solutions.
PLSA deals with data from a statistical viewpoint, using
Maximum Likelihood estimation to find an approximate la-
tent representation. NMF models data from a sub-space
viewpoint, and can use various objective functions to ap-
proximate the matrix decomposition. Second, taking ad-
vantage of the matrix-based notation used to denote NMF,
we present a formal matrix decomposition for the asymmet-
ric learning approach, that clearly presents the advantages
of this model. Finally, we evaluate the resulting semantic
space using the QBE paradigm, which aims to verify that
the indexing method is able to effectively match visual con-
tent in the multimodal index.

NMF algorithms have been previously used for image rep-
resentation and image retrieval [3, 15, 14]. For instance, the
work of Liang et al. [14] used a supervised NMF algorithm
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to index images using visual features only. That algorithm
aims to choose the starting points of the factorization using
domain knowledge by fixing the semantic space basis with
images from all different classes. Those works are differ-
ent from ours since they are focused only on visual features
either for image coding or image indexing rather than ex-
ploiting multimodal interactions between text annotations
and visual features.

3. MULTIMODAL IMAGE INDEXING
The main goal of this work is to build a semantic index

to search for images using visual examples. We assume a
target image database with text annotations that may help
to organize visual content to make them accessible using the
QBE paradigm. To achieve this, the design of an indexing
algorithm based on the factorization of the multimodal ma-
trix is proposed, as presented below.

3.1 Non-negative Matrix Factorization
The general problem of matrix factorization is to decom-

pose a matrix X into two matrix factors A and B:

Xn×l = An×rBr×l (1)

This could be accomplished by different methods, includ-
ing singular value decomposition (SVD). In that case, SVD
produces a factorization, X = UΣV T , so A = U and B =
ΣV T .

This type of factorization may be used to do latent se-
mantic analysis (LSA). In this case, X is a term-document
matrix. The columns of A can be interpreted as the elements
of a basis of a subspace, which generates an r-dimensional
latent space. The columns of B are the codifying vectors,
i.e., they correspond to the representation of the documents
in the latent space. The problem of applying SVD to find
the latent space, is that the codifying vectors could have, in
general, negative values. This means that some documents
are represented, not only by the presence of latent factors,
but also by their absence.

To solve this problem, an additional restriction may be
imposed on the basis vectors and codifying vectors to force
all their entries to be positive. This is called Non-negative
Matrix Factorization (NMF). Notice that in the case of SVD,
the restriction is that the basis vectors must be orthogonal.
This is accomplished by the Eigendecomposition. In NMF
this restriction does not apply, and this in turn can have
tremendous benefits in the semantic representation, since
intuitively, different concepts or clusters do ”not” have to be
orthogonal or non-overlapping with each other.

There are different ways to find a NMF [13], the most
obvious one is to minimize:

||X −AB||2 (2)

An alternative objective function is:

D(X|AB) =
X
ij

„
Xij log

Xij

(AB)ij
−Xij + (AB)ij

«
(3)

In both cases, the constraint is A, B ≥ 0.
Both objective functions are not convex, so there is no

straightforward algorithm that guarantees finding the global

optimum. A gradient-descent technique could still be ap-
plied however. For instance, Lee and Seung [12, 13] proposed
an iterative algorithm using recursive updating rules for A
and B that achieve a good compromise between speed and
ease of implementation. In this work we used an algorithm
to optimize the objective function presented in Equation 3.

NMF has been used to address different problems in com-
puter vision [12, 24], machine learning [2, 5] and text-mining
[27], among others.

3.2 NMF-based Multimodal Indexing
The image database is composed of two data modalities,

herein denoted by Xv and Xt. The former is a matrix whose
rows are indexed by n visual features and whose columns
correspond to the l images in the database. The latter has
m rows to represent text terms and l columns for images as
well. The construction of a latent semantic space may be
done by decomposing the matrix of images that can have
only visual features or only text annotations. However, to
generate a semantic space for image indexing, we are in-
terested in exploiting multimodal relationships between im-
ages and text. Thus, two strategies for multimodal index
construction are proposed as follows.

3.2.1 Mixed multimodal indexing
This strategy consists on the construction of a multimodal

matrix X = [XT
v XT

t ]T . Then, the matrix is decomposed
using NMF as follows:

X(n+m)×l = W(n+m)×rHr×l (4)

where W is the basis of the latent space in which each
multimodal object is represented by a linear combination
of the r columns of W . The corresponding coefficients of
the combination are codified in the columns of H. As was
shown in [27], each column of W corresponds to a cluster of
the original objects, and each column of H corresponds to
an object represented in the latent space.

The next required step for image indexing and retrieval is
to manage objects that have partial information, i.e. images
without associated text content. An object with only visual
information, represented by the vector y ∈ Rn of visual fea-
tures, is mapped to the latent space by finding h > 0 that
satisfy the following equation:

y = W vh, (5)

where W v
n×r is a trimmed version of W that includes only

visual features and does not include the rows correspond-
ing to text terms. This equation is solved by applying a
modified version of the NMF algorithm that only updates h
keeping W unchanged. This strategy allows us to map both
multimodal and unimodal objects to the same latent space,
enabling the system to index images without text annota-
tions and most importantly to retrieve images using visual
queries in a collection composed of images and text.

3.2.2 Asymmetric multimodal indexing
The previous strategy decomposes the multimodal infor-

mation by giving equal importance to visual features and
text terms. It has been consistently reported in the liter-
ature that text descriptions provide a more reliable infor-
mation source to extract semantic information for image re-
trieval than visual features [18]. Evidence of this fact can
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be observed in different image retrieval challenges that pro-
vide data sets with images and text descriptions, and final
pollings show a dominant position of text-based approaches
[25, 19]. Thus, we present an asymmetric algorithm for the
construction of the latent semantic space that first derives
a semantic image representation from text data, and then
follows an adaptation of the visual representation to fit the
semantic one.

The algorithm has two main steps to construct the seman-
tic space:

1. Building a semantic image representation: This step
applies the NMF algorithm to the text matrix only to
decompose the data in:

Xt:m×l = W t
m×rH

t
r×l (6)

In this case, the matrix W t contains the vectors of a
basis in which text terms are correlated in r latent
semantic topics. After this step, the semantic repre-
sentation for all images in the data set is codified in
the matrix Ht.

2. Adapting the latent space basis: To allow the codifica-
tion of images without text descriptions, the construc-
tion of a basis for visual features is adapted to match
the previously obtained semantic representation. That
is, to find a matrix W v

n×l which spans the semantic
space using visual features instead of text terms. This
is accomplished by running a modified version of the
NMF algorithm, which updates W while H is set to
be fixed. Then, the latent semantic space is expanded
by:

Xv:n×l = W v
n×rH

t
r×l (7)

Finally, the same algorithm described in the previous Sub-
section to codify images without text annotations can be
applied.

3.3 SVD-based Multimodal Indexing
As mentioned before, SVD may be used to calculate a

matrix factorization. Hare et al. [10] proposed a strategy
for multimodal image factorization based on SVD to build
semantic spaces for keyword based image retrieval. That
strategy can also be extended to support the QBE paradigm,
which is the main purpose of this paper. This algorithm is
as follows.

The multimodal matrix X(n+m)×l is now decomposed as:

X = UΣV T (8)

where U is a (n + m)× l matrix with the Eigenvectors of
the co-occurrence matrix XXT , V is a l× l matrix with the
Eigenvectors of the Gram matrix XT X and Σ is a (n+m)×l
diagonal matrix with the Eigenvalues of the decomposition.
In addition, U and V are orthonormal matrices that meet
the property UUT = V V T = V T V = I, where I is the
identity matrix.

To generate a semantic space using this decomposition,
the Eigenvalues in Σ are sorted in decreasing order and the
first r are preserved while the rest are set to zero. This
is equivalent to divide the matrices of the decomposition
as U = [Ur UN ] ; V T = [Vr VN ]T and splitting Σ in two
squared matrices, Σr with the first r selected Eigenvalues

and ΣN with the remaining Eigenvalues. Then, the matrix
factorization can be rewritten as:

X = UΣV T = UrΣrV
T

r + UN ΣNV T
N (9)

Now, assuming that X has r independent terms, it can be
shown that the best rank-r approximation to X, in the least-
squares sense, is given by Xr = UrΣrV

T
r . Using this low-

rank approximation to X, the base of the semantic space is
obtained by W = Ur and the semantic image representation
is H = ΣrV

T
r . Finally, to compute the projection to the

semantic space of an image y ∈ Rn that does not have text
annotations, it is first filled with zeros in the dimensions of
the text data, and then transformed using:

h = UT
r y (10)

where h stands for the semantic image representation.

3.4 Image Search
Previous Subsections have presented 3 different strategies

to index images in a semantic space: NMF-mixed, NMF-
asymmetric and SVD. In all three cases, the algorithm has
the ability to represent images with and without text anno-
tations in the semantic space. Images in the database are
assumed to have text annotations in which the user might
be interested, but some of the images in the collection may
not have attached text descriptions either. In this work, the
evaluation of the Query By Example (QBE) paradigm is pro-
posed, to evaluate the response of an image retrieval system
that indexes images using multimodal data, even though the
expected queries have only visual information. A query im-
ages is projected to the latent semantic space, where it is
compared to images in the database using the dot product,
results are ranked in decreasing order of similarity.

4. EXPERIMENTAL SETUP

4.1 Data Set
In this evaluation, we used the Corel 5K image database

which is composed of 5,000 images in 50 categories and has
been manually annotated using a text vocabulary of 371
terms [7]. This dataset has been used as benchmark in au-
tomatic image annotation and retrieval research, allowing
the comparison of several strategies during the last years.
We have chosen this dataset to compare our results to other
similar approaches that have reported experimental results
based on this dataset as well [10, 11, 18, 21].

Thus, the conventional experimental protocol is followed
in this work. The dataset was split in three subsets with
4,000 images for training, 500 images for validation and 500
for final tests. The training set is used to feed the learn-
ing algorithms while the validation set is used for parameter
tuning. All the preliminary evaluations and parameter esti-
mations are made using this training-validation scheme. All
images in the training set are used with their correspond-
ing text annotations, while those images in the validation
and test sets are considered as non annotated. When the
optimal configuration has been identified, the training and
validation sets are merged together to train the final model
and to apply the algorithms on the test set. In this case,
to evaluate the ranked-retrieval task, the training-validation
sets are merged to build the annotated image collection in
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which 500 test queries will be evaluated. These queries come
from the same test set used in [7].

Finally, to calculate performance measures, an image is
considered relevant in the result list if it belongs to the same
category of the query image. The performance measures
used in this evaluation are Mean Average Precision (MAP)
and Recall-Precision graphs.

4.2 Image Content Representation
For image content representation we used a bag-of-features

approach based on the Discrete Cosine Transform (DCT) co-
efficients as was suggested in [10]. First, overlapping blocks
of 8× 8 pixels are extracted from images with an offset of 4
pixels. Each RGB channel in the block is processed by the
DCT, leading to 64 coefficients per channel. It is well known
that the larger coefficients contribute more to the signal rep-
resentation, so that, we preserve 21 of the 64 coefficients in
each RGB channel which are concatenated altogether to in-
clude color information in the representation. Then, using a
sample of blocks drawn from the training set, the k -means
algorithm is applied to cluster similar blocks and build a
visual vocabulary of k blocks.

After the dictionary has been built, all images are pro-
cessed following the same block extraction and represen-
tation process. Then, for each extracted block, the most
similar code-block in the dictionary is found using the Eu-
clidean distance. Finally, the occurrences of each code-block
in the image are counted to build a histogram of color vi-
sual patterns in the image. In our experiments, the size of
the visual dictionary was set to 500, 1000, 1500 and 2000 to
evaluate the influence of this parameter in the system per-
formance. The feature vector for each image is normalized
to have norm `2 = 1, and the matrix Xv is composed with
all these vectors.

4.3 Text Content Representation
In the Corel 5K image collection, text annotations are

based on a dictionary of 371 terms. A binary vector in R371

for each image is built using this information, in which the
j-th position is 1 if the image has been labeled with the j-
th term and 0 otherwise. This vector is normalized to have
norm `2 = 1 and the matrix Xt is composed with the vectors
of all images in the database. Notice that by normalizing
both visual feature vectors and text feature vectors to have
the same norm, the same importance is assigned for both
information modalities during the multimodal analysis. In
this experimentation we did not use any feature weighting
scheme, such as TF-IDF or entropy-based weighting which
might potentially improve the final performance.

5. RESULTS
We investigated the behavior of different variables that

may influence the system’s performance using the proposed
approach. First, we evaluate the response of an image re-
trieval system that uses only visual features to retrieve im-
ages from the annotated database when a visual query is
provided. Clearly, this strategy does not take advantage of
the text annotations in the collection, and is therefore inter-
esting to compare against the improvement of the proposed
multimodal approach. We also evaluate the response of a
system that uses multimodal analysis based on SVD, as was
described in Subsection 3.3.

Figure 1: Retrieval performance by indexing the col-
lection using only visual features. No text informa-
tion has been introduced in latent representations.

5.1 Visual indexing
Searching images by visual examples has traditionally been

approached using a content-based strategy that directly matches
visual features of the query with those in the database. Our
content-based descriptor is based on the bag-of-features ap-
proach, so images are represented by histograms of the oc-
currence of visual patterns in a codebook. To match image
contents using this representation, the histogram intersec-
tion has been suggested as a similarity measure:

S∩(h, q) =

kX
i=1

min{hi, qi} (11)

where h and q are histograms, k is the size of the code-
book, and hi, qi are the i-th bins in each respective his-
togram. This similarity measure provides a notion of com-
mon area between both histograms, obtaining a maximum
value when both histograms are identical, and zero when
histograms do not overlap at all. Using this similarity mea-
sure, images in the database are ranked with respect to an
example image.

In addition to this visual matching strategy, we evalu-
ate the performance of the system using a latent semantic
space built using only visual information. The NMF and
SVD algorithms are fed with the matrix of visual descrip-
tors and the search is performed in the semantic space using
the dot product. Figure 1 shows the MAP values for the
three different strategies: (1) Direct matching using the his-
togram intersection metric, (2) Visual-NMF and (3) Visual-
SVD. This evaluation tested the effect of different codebook
sizes as well. Figure 1 shows that as the codebook size in-
creases, the retrieval performance improves regardless of the
underlying strategy. This is consistent with other works in
natural image categorization that have reported increased
performance when more elements are added to the visual
dictionary [20].

On the other hand, applying direct matching to visual
content offers a better performance when the codebook size
is large enough. It shows that a latent space built on top of
only visual data, does not necessarily lead to a meaningful
representation for image retrieval. The basis of this latent
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Table 1: Optimal Dimensionality of the Latent Se-
mantic Space for Different Evaluated Models

Strategy Opt. Dim. MAP

Direct Matching N/A 0.1067
NMF-Mixed 70 0.1677

SVD 30 0.1730
NMF-asymmetric 90 0.2289

space is the result of the correlation among several visual
patterns that are known to lack precise semantics on their
own. Besides, the transformation of the representation from
an expressive visual dictionary to a reduced latent visual
space may be leading to the loss of some discriminative in-
formation. Finally, even though a latent visual space does
not offer an improved performance with respect to the di-
rect matching strategy, the NMF algorithm shows a better
response compared to SVD.

5.2 Multimodal indexing
The construction of the multimodal index is evaluated

using three strategies, NMF-mixed, NMF-asymmetric and
SVD. The evaluations were made using different codebook
sizes as well. The main parameter in the proposed model
is the size of the semantic space, in which visual features
and text terms will be modeled. This parameter was var-
ied from 10 to 100 using steps of 10 units, and from 100
to 2,000 using steps of 100 units. 2,000 is the maximum
allowed dimensionality when the visual codebook has 2,000
elements.

Figure 2 shows the response of the three strategies in
terms of MAP for different codebook sizes. Due to the ran-
dom initialization of the NMF algorithm, we run 10 exper-
iments on the training and validation sets and report the
average value. The standard deviation in terms of MAP for
NMF-mixed was 0.0075 and 0.0093 for NMF-asymmetric.
The x-axis of these plots has been turned to a logarith-
mic scale to allow a better visualization of small semantic
spaces, which for all models show the higher performance.
The best dimensionality for each model is presented in Ta-
ble 1, where it can be observed that no model needs more
than 100 dimensions to approximate the optimal semantic
space dimensionality. It is also interesting to see that this
maximum value is close to the same dimensionality for all
codebook sizes, regardless of the underlying strategy. This
may be related to the fact that the true number of latent
semantic topics is 50 in the evaluated dataset, one for each
image category.

In addition, notice that the best performance in each model
is consistently reached by the codebook with more elements
in the visual representation. This shows how a more expres-
sive dictionary in the bag-of-features representation provides
the multimodal indexing with more information to build the
semantic space. This is also consistent with the experiments
presented in the previous Subsection, which suggested that
a larger dictionary is better for direct matching.

Finally, considering the performance on the training and
validation sets for the three evaluated models, it can be ob-
served that NMF-asymmetric provides the better response
in terms of MAP. Table 1 presents the maximum perfor-
mance for all strategies, showing that NMF-asymmetric out-
performs all other strategies by a large margin. Besides, ac-
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Figure 3: Performance of all indexing strategies us-
ing a codebook with 2000 elements, and evaluating
different sizes of the latent semantic space. This
plot corresponds to experiments with the training
and validation sets.

cording to the plots in Figure 2, the performance of NMF-
asymmetric using only 500 elements in the codebook reaches
a MAP equal to 0.2003 in the best case, that clearly presents
a better response despite the disadvantage in the visual de-
scriptor.

5.3 General Performance and Discussion
Figure 3 summarizes the performance on the training and

validation sets for all indexing strategies, using a codebook
with 2,000 visual patterns. This comparison supports the
discussion made in the last Subsection, showing the domi-
nant position of the NMF-asymmetric algorithm in terms of
MAP. Following this analysis, the parameter selection can
be done to maximize the performance of each model in the
test set. The final performance for all evaluated approaches
is reported by training a model using the training and vali-
dation sets together, and using images from the test set as
visual queries for the annotated database.

Table 2 shows the performance measures for all the eval-
uated models, computed on the test set. All multimodal
strategies have shown to be useful to construct improved in-
dexes for image search based on the QBE paradigm. Over-
all, NMF-mixed and SVD multimodal presented very sim-
ilar performance, with a slightly improved response by the
latter. Again, the results show that the proposed NMF-
asymmetric indexing algorithm achieves a highly improved
performance with respect to all other models, that is, dou-
bling the relative improvement with respect to the other
multimodal strategies and providing a MAP more than twice
better than the direct matching approach.

Our findings are consistent with the work of Monay and
Gattica-Perez [18], who investigated the performance of a
keyword-based image retrieval system using PLSA. They
also found that SVD performed slightly better than PLSA-
mixed and obtained the best overall retrieval performance
using an asymmetric algorithm of PLSA. They evaluated
their approach on the Corel 5K image database, but the
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Figure 2: Multimodal Indexing for different sizes of the visual-dictionary

Table 2: Performance Measures on the Test Set

Model MAP Improvement P10

Direct matching 0.1071 N/A 0.2345
NMF-Mixed 0.1727 61.2% 0.2399

SVD Multimodal 0.1780 66.2% 0.2273
NMF-asymmetric 0.2369 121.2% 0.2699

results reported by them are not directly comparable with
those presented in this paper, in the sense that they searched
for images using keywords, while we searched for images us-
ing visual examples. However, to contrast the achievements
of our proposed approach, they reported a MAP of 0.191
using PLSA-asymmetric compared to 0.2369 obtained by
our method. The difference may be related to a better per-
formance of the proposed NMF-asymmetric algorithm with
respect to PLSA-asymmetric, but it also might be related
to a distinct strategy in the use of visual features as well as
the query strategy itself.

In the sense of the query strategy, our results are also con-
sistent with the work of Rasiwasia et al. [21] who demon-
strated the potential of the Query By Semantic Example
(QBSE). They showed that by modeling visual queries as
a vector of keyword probabilities, the system response may
be improved. Their work is more comparable with ours,
because of the query paradigm and the construction of a
semantic space. They reported a MAP value of 0.2259 com-
pared to 0.2369 achieved by our system. We argue that the
better response of our approach is due to the construction
of an effective latent semantic space as opposed to a space
spanned by explicit keywords as was proposed by Rasiwasia
et al.

6. CONCLUSIONS AND DISCUSSION
This paper has presented an effective strategy for multi-

modal image indexing using Non-negative Matrix Factoriza-
tion. The main goal of this work was to investigate whether
the text information that is associated with images can be
exploited to construct effective image retrieval systems oper-
ating under the query-by-example paradigm. Experimental
results have shown that the construction of a multimodal
latent semantic space for visual image search provides a
highly improved response compared to direct visual match-
ing. Moreover, our asymmetric strategy to index images

using multimodal data was shown to be highly effective.
The proposed algorithm first exploits textual descriptions
to build a latent semantic image representation, and then
adapts the basis of the visual descriptors to span the se-
mantic space. This algorithm can be seen as a strategy to
enforce visual patterns to be organized according to the text
semantics.

The effectiveness of this strategy can be explained by the
fact that text is a more reliable source of semantic informa-
tion than visual content, and the proposed NMF algorithm
has effectively exploited this. Perhaps with the currently
known methods for image and text processing, computers
cannot derive semantic concepts from visual features as well
as they cannot produce visual content from text. However,
modeling more accurate and efficient visual descriptors will
determine the effectiveness of future strategies to learn more
accurate recognition methods according to their relation-
ships with text.

The proposed multimodal indexing strategy can be di-
rectly extended to support keyword-based search as well as
automatic image annotation. This is possible since the la-
tent space produced by the NMF algorithm allows the rep-
resentation of visual patterns and text terms in the same
semantic representation. Evaluating the effectiveness of the
proposed approach in such tasks, will be part of our future
work.
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